Luis Fernando Yupanqui

Software Engineer | Al Products, Systems, and Agent Workflows | 5+ Years

Peru (UTC-5) | +51 930 437 440 | lyupanqui99@gmail.com | linkedin.com/in/luis-yupanqui | github.com/lout33 |
luisfernandoyt.makestudio.app

Summary

Software engineer with 5+ years building production systems across Al products, backend infrastructure, and full-stack
workflows. Experience spans real-time computer vision at scale, fast product delivery for clients, and independent Al systems
with public traction. Strong fit for software engineering roles across applied Al, product engineering, backend systems, and
agent-oriented tools.

Experience
Independent Builder [ Freelance Software Engineer | Remote | Jan 2024 - Present

e Built and shipped Al products independently across agents, research, hardware, and creative tooling

¢ Built Symbiotic Al, a persistent Al system with public open-source traction and a growing ecosystem

e Built So Long Sucker, an Al deception experiment with public traction, human participation, and research-style analysis
e Built public Al products spanning memory systems, evaluation loops, voice interfaces, and creative tooling

Python, TypeScript, FastAPIl, Next.js, LLM APIs, Agent Orchestration, Product Engineering

Contract Software Engineer | NSLS | Remote | Jan 2026 - Present

¢ Rebuilt Society Ignite V2 and shipped it to production in 2 days
e Simplified the architecture to roughly 70% less code while restoring core product flows
e Continued delivering dashboard work, fixes, and product improvements after the initial rewrite

TypeScript, Next.js, Product Engineering, Rapid Prototyping, Client Delivery
Full Stack Developer -> Freelance Consultant | Deepview | Chile (Remote) | Apr 2023 - Nov 2025

e Architected backend services for real-time image processing and ML inference used in retail analytics
e Re-architected the platform with Terraform and Kubernetes, enabling a 10x scalability improvement
e Led a team of 4 engineers through design, implementation, and system evolution

¢ Built systems supporting real-time computer vision workflows at a scale of 4B+ images/year

Python, FastAPI, Computer Vision, ML Inference, Terraform, Kubernetes, AWS
Full Stack Developer | Roma | Chile | Jul 2021 - Mar 2023

e Built and improved an education management platform used by schools across Chile

¢ Implemented Clean Architecture and SOLID practices, reducing development time by 45%
e Increased platform engagement by 29% through UX and feature improvements

e Built secure authentication, reporting, and third-party integration flows

Vue.js, Java, Spring Boot, PostgreSQL, Linux
Full Stack Developer | FITCO (TechStars) | Peru | Feb 2020 - Mar 2021

e Built management software for fitness businesses across operational and product workflows
e Created a reusable microservices template that accelerated future development by 50%
¢ Implemented E2E testing workflows to reduce debugging time and improve release confidence

Node.js, NestJS, Angular, MySQL, AWS, Cypress
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Selected Projects
Symbiotic Al | Site | GitHub

Persistent Al system designed to keep context across sessions instead of resetting like a stateless chatbot. Strong public proof of
product thinking, memory design, and agent orchestration work.

Python, TypeScript, Shell, LLM APIs, Memory Systems, Agent Tooling
So Long Sucker | Demo | GitHub

Multi-agent deception experiment based on Nash's betrayal game. Combined live public participation with research-style analysis
of strategic behavior in LLM agents.

Node.js, TypeScript, Multi-Agent Systems, Evaluation, Experiment Design
ESP32 Al Voice Assistant | GitHub | Video

Al voice assistant running on low-cost ESP32 hardware with wake word detection, voice commands, and cloud Al integration.
Strong example of embedded-to-cloud product execution.

C++, ESP32-S3, OpenAl API, Embedded Systems, Voice Interfaces
Canvas Agent | Demo | GitHub
Al creative studio combining an LLM agent with image and video generation on an infinite canvas.

JavaScript, Gemini API, Veo, IndexedDB, Cloud Run, Docker

Skills

Languages: Python, TypeScript, JavaScript, Java, C++

Backend: FastAPI, NestJS, Express, Spring Boot, REST APIs, Microservices

Frontend: React, Next.js, Vue.js, Angular

Al /| ML: LLM APIs, Agent Systems, RAG, Prompt Engineering, Computer Vision, ML Inference, Evaluation Loops
Infrastructure: AWS, Docker, Kubernetes, Terraform, CI/CD, Google Cloud Run

Databases: PostgreSQL, MySQL, MongoDB, Firebase, Redis

Education
Machine Learning Specialization - Stanford / Coursera (Andrew Ng)

Nand to Tetris - Build a Computer from First Principles

Languages

Spanish (Native) | English (Full Professional)
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